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ABSTRACT
Operator placement for distributed stream-processing systems is
still a challenging problem that can be modeled as a Task Assign-
ment Problem (TAP). Multiple objectives are relevant for the opti-
mization in heterogeneous stream-processing systems as there are
different capabilities of the underlying networks and stream-pro-
cessing nodes. We present an approach based on linear program-
ming relaxation and iterative deterministic rounding. It uses an ef-
ficient linearization approach for the quadratic objective function
that results from the TAP.
Categories and Subject Descriptors: C.2.4 COMPUTER-COM-
MUNICATION NETWORKS: Distributed Systems, D.2.8 SOFT-
WARE ENGINEERING: Metrics[complexity measures, perform-
ance measures]
General Terms: Algorithms, Performance
Keywords: optimization techniques, (self-)management, federated
event-based systems, performance modeling, operator distribution

1. INTRODUCTION
In order to apply in-network query processing, stream processing

must be distributed in a way that operators like filter and aggrega-
tion can reduce communication already in the vicinity of the stream
sources. Our project Data Stream Application Manager (DSAM)
provides a framework for such a placement of operators in hetero-
geneous distributed stream-processing systems. The appropriate
placement decision must take many constraints into account, e.g.
node capacities and energy consumption. Different approaches to
this problem have been published, which cannot be presented here
in detail due to space limitations. Some handle only a limited set of
operators or make other restricting assumptions. That allows them
to find a globally optimal solution, or they focus on local perfor-
mance improvements. Others consider finding a globally optimal
solution to be an unsolvable problem once a certain complexity is
reached. We follow this valuation and strive to provide good results
for a certain range of complexity that suffices for most scenarios.

As our approach comprises cost-based operator distribution, only
costs and capacities are relevant. Given appropriate cost models,
this approach can be used with models of stream and complex-
event processing other than DSAM, too. It regards operator place-
ment as a Task Assignment Problem (TAP) with an operator taken
to be a task and a processor seen as a node. This leads to a quadratic
program:

min
∑
t∈T

∑
p∈P

ctpxtp+
∑

t1∈T

∑
p1∈P

∑
t2∈T

∑
p2∈P

kp1p2
rt1t2

xt1p1
xt2p2

(1)
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with constraints:
∑

t∈T ctpxtp ≤ bip,∀p ∈ P ;∑
p∈P xtp = 1, ∀t ∈ T ; xtp ∈ {0, 1}, ∀p ∈ P,∀t ∈ T .
The variable xtp equals 1 if task t is to be deployed on processor

p and xtp = 0 otherwise. Equation (1) is the objective function
consisting of the processing costs ctp, communication costs kp1p2
and rates rt1t2 . The only quadratic term are the communication
costs in the objective function. The constraints ensure that no ca-
pacity is exceeded and guarantee that every task is distributed on
exactly one processor. An optimization algorithm is needed to find
values for the xtp minimizing the objective function. These values
for the xtp represent the optimal distribution.

2. APPROXIMATELY SOLVING THE TAP
Finding an optimal solution for the TAP is NP-hard. Therefore,

an approximation is more feasible. Iterative rounding [2] is a well-
known approach to construct approximation algorithms for linear
programs. To our knowledge, it has not been applied to quadratic
programs like the TAP yet.

We relax the TAP by ignoring the integer constraints. Then ef-
ficient algorithms, like interior point methods, exist to find opti-
mal or near-optimal solutions for the relaxed problem. These solu-
tions however are possibly invalid distributions, because an opera-
tor could be partially distributed over multiple nodes.

The following iterative rounding algorithm constructs a valid in-
teger solution to the original TAP.
tap← RELAXTAP(tap)
x̃tp ← SOLVE(tap)
for i = 1 to |T | do

loop
(tmax, pmax) = argmax

(t,p)∈T×P

x̃tp

tap← (xtmaxp = 0), ∀p ∈ P
tap← (xtmaxpmax = 1)
if SOLVABLE(tap) then

x̃tp ← SOLVE(tap)
break

else
x̃tmaxpmax ← 0
tap← (xtmaxp = undefined), ∀p ∈ P

end if
if x̃tp = 0, ∀p ∈ P, ∀t ∈ T then

FALLBACK(tap)
break

end if
end loop

end for
return x̃tp

In the first step, the algorithm tries to distribute the task with
the highest affinity to a processor. If that is not feasible, it pro-
ceeds with the next highest affinity and so on. The algorithm then
reduces the TAP by excluding the distributed task and solves the re-
maining relaxed problem. These steps are repeated until every task
is distributed to exactly one processor. In the reduction step, the
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Figure 1: Comparison between the estimated costs and runtime of the iterative rounding method and simulated annealing

distribution problem is just slightly altered. The fallback strategy
is to distribute one operator randomly with constraint checking.

Solving quadratic problems appeared to be too inefficient for our
purposes. Linear programming algorithms tend to be more efficient
than nonlinear programming techniques.

Chang [1] introduced an efficient linearization method for inte-
ger programs. This method can be used to transform the original
TAP to a Mixed Integer Linear Program (MILP) by reformulat-
ing the objective function and introducing additional variables. To
achieve linearization of this quadratic problem, the property of the
xtp being binary variables is utilized.

Replacing the quadratic terms in (1) by additional variables ht1p1

provides a linear version of the TAP’s objective function:
min

∑
t∈T

∑
p∈P ctpxtp +

∑
t1∈T

∑
p1∈P ht1p1

with additional constraints
ht1p1

≥0 ∀t1∈T, p1∈P

ht1p1
≥Bt1p1

(xt1p1
−1)+

∑
t2∈T

rt1t2

∑
p2∈P

kp1p2
xt2p2

∀t1∈T, p1∈P

This linearization approach needs |T | · |P | additional variables
and 2 · |T | · |P | additional constraints. The new variables ht1p1

are no longer integer variables. Therefore the TAP is not an Integer
Linear Program (ILP) but a MILP.

However, our iterative rounding algorithm does not depend on a
particular method to find the optimal solution of the relaxed TAP.
Hence, the MILP approach shown above could be replaced with
other linearization methods, and even the original quadratic pro-
gramming methods could be used.

3. FIRST RESULTS
We implemented a modular distributor interface to compare dif-

ferent distribution algorithms to our approximation approach. A
distributor based on the simulated annealing algorithm from the
GNU Scientific Library serves as comparison to our approach. We
evaluated different parameter settings for the simulated annealing
technique and chose the parameters with the best results. Three dif-
ferent settings for simulated annealing leading to good results were
used in this evaluation. These simulated annealing versions use a
different amount of runtime and therefore, they find solutions with
different quality. We chose a fast version offering quick optimiza-
tion results, a version being 2 times slower finding better solutions
and a version being 10 times slower finding very good solutions.

To evaluate our approximation approach, we constructed syn-
thetic operator graphs consisting of an arbitrary number of opera-
tors. The operator graphs used in our evaluation are balanced bi-
nary trees with each node being an abstract binary operator fol-
lowed by an abstract unary operator. Each leaf is an abstract unary

operator. This kind of operator-graph structure is typical for data
stream applications. However, our techniques are not limited to
tree-structured operator graphs. Operator semantics are not rele-
vant for the distribution algorithm as they are handled by the cost
estimator.

In our experiments, we used random cost values for the cost con-
stants. The ranges for the values are: Capacity (bp) [500, 1000];
Cost (ctp) [50, 100]; Communication costs (kp1p2 ) [10, 20]; Rate
(rt1t2 ) [10, 20]

To be able to depict our results, we chose the number of operators
to be linearly dependent on the number of processors. Therefore,
we conducted each experiment with 5 times as many operators than
processors. Each algorithm gets the same cost values and problem
structure from the random cost estimator.

We compared our approximation algorithm combined with the
efficient linearization technique to simulated annealing.

Figure 1(a) shows the solution quality of three different Simu-
lated Annealing versions, our iterative rounding technique and a
valid random distribution. In this figure, each value is the mean of
25 experiments with random cost values.

Our approach turned out to perform much better than the two
fast simulated annealing variants and even better than the slow ver-
sion of simulated annealing for problems with more than about 70
processors and 350 operators.

Figure 1(b) shows the measured runtime of the different algo-
rithms. The estimated time complexity is also depicted in Fig-
ure 1(b).

For problems up to 250 operators, our approach turned out to
be much faster than each version of simulated annealing, we eval-
uated. For problems with 100 processors and 500 operators our
approach is a bit slower than the fast simulated annealing variants,
but still much faster than the slow simulated annealing variant.

Our solution can also be used to create the initial solution for
simulated annealing. Since the time for continuous optimization
of distributions is very limited, only the fast versions of simulated
annealing could be applied here.
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